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Recap: Joint- Marginal-Conditional

We use f for either a PMF (discrete) or a PDF (continuous).

Joint: fX,Y (x, y) describes distribution of (X,Y ).
Marginalize: sum/integrate out the other variables

Discrete: fX(x) = ⨅
y

fX,Y (x, y), fY (y) = ⨅
x

fX,Y (x, y),
Continuous: fX(x) = ⨆

R
fX,Y (x, y)dy, fY (y) = ⨆

R
fX,Y (x, y)dx.

Conditional: Dividing the joint law by the appropriate marginal

fY ⌊X(y ⌊ x) = fX,Y (x, y)
fX(x) , fX⌊Y (x ⌊ y) = fX,Y (x, y)

fY (y) .

Independence:

fX,Y (x, y) = fX(x)fY (y) ⟺ fY ⌊X(y ⌊ x) = fY (y).

Recap: Covariance matrices

For a random vector X = (X1, . . . , Xp)↢ with mean µ = E[X],
! = Cov(X) = E ⌊(X ⌐ µ)(X ⌐ µ)↢⌊

=

⌋⌋⌋⌋⌋⌋⌋⌋⌋⌋⌋⌋
Var(X1) Cov(X1, X2) ⨼ Cov(X1, Xp)

Cov(X2, X1) Var(X2) ⨼ Cov(X2, Xp)
⨽ ⨽ ⋋ ⨽

Cov(Xp, X1) Cov(Xp, X2) ⨼ Var(Xp)
⌋⌋⌋⌋⌋⌋⌋⌋⌋⌋⌋⌋
.

⋌ ! is symmetric and positive semidefinite.

⋌ The covariance matrix tells us the spread in every direction: for

every a ≜ Rp, Var(a↢
X) = a

↢
!a.

⋌ A diagonal covariance matrix means the coordinates are
uncorrelated; this does not generally imply independence.
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Recap: Standard multivariate Gaussian

Z = (Z1, . . . , Zp)↢ ∈ N (0, Ip⨲p), i.e. Z1, . . . , Zp
iid∈ N (0, 1).

PDF surface Circular contours

⋌ PDF f(z1, . . . , zp) = 1(2ω)p/2 exp ⌈⌐ 1
2
⌈z⌈2⌈

⋌ The distribution is spherically symmetric: rotations and

reflections do not change it: QZ
d= Z for any orthonormal Q.

⋌ a↢Z ∈ N (0,⌈a⌈2). If ⌈a⌈ = 1 then a↢Z ∈ N (0, 1).
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Recap: General multivariate Gaussian

A (general) multivariate Gaussian Z ∈ N (µ,!) has PDF

f(z) = 1⌈
det(2ω!)e⌐

1
2
(z⌐µ)↢!⌐1(z⌐µ)

PDF surface Elliptical contours

⋌ µ gives the center; ! controls the spread, shape, and orientation.

⋌ We’ll see shortly that any multivariate Gaussian can be obtained
by linearly transforming a standard one.

⋌ Every linear function remains Gaussian.

⋌ uncorrelated ⟺ independent.
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Why covariance matrix gives the shape?

For any unit vector u, the variance in direction u is

Var⌈u↢
X⌈ = u

↢
!u.

Let ε1 ∋ ε2 ∋ ⨼ ∋ εp ∋ 0 be the eigenvalues of !, with orthonormal

eigenvectors q1, . . . , qp. Writing u = ⨆p
i=1 ciqi, where ⨆p

i=1 c
2
i = 1,

gives

u
↢
!u =

p

⨅
i=1

εic
2
i < ε1

p

⨅
i=1

c
2
i = ε1.

Therefore:

⋌ q1 is the direction with the largest variance, ε1.

⋌ q2 has the next largest variance, ε2. And so on.

⋌ The principal axes are the qi. The geometric stretch factors are
related to εi.
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Consequences of symmetry—II

Let Z = (Z1, . . . , Zp) ∈ N (0, Ip⨲p) and let a, b ≜ Rp be any two
vectors having length 1 that are perpendicular to each other:

a
↢
b = 0

Then a↢Z and b↢Z are independent N (0, 1) random variables
because their joint distribution is the same as that of (Z1, Z2).
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Example: Independence of mean and residuals

Let
Z = (Z1, . . . , Zp) ∈ N (0, Ip⨲p).

What is the joint distribution of

Z =
1
p

p

⨅
j=1

Zj and Z1 ⌐ Z?



Properties of multivariate normal—1

Representation by standard MVN

Recall for univariate Gaussian that X ∈ N (µ,ϑ2) can be represented
as X = µ + ϑZ, Z ∈ N (0, 1). Analogously:
Theorem

If X ∈ N (µ,!) in Rp, then

X = µ + V Z

for Z ∈ N (0, Ip⨲p) and a matrix V ≜ Rp⨲p satisfying ! = V V ↢.

Conversely if X = µ + V Z where µ, V are any fixed vector/matrix
and Z ∈ N (0, Ip⨲p) then

X ∈ N (µ,!) where ! = V V
↢

(This gives an alternative definition of N (µ,!)).



Properties of multivariate normal—2

Linear transformations of a multivariate normal

Theorem

Suppose X ∈ N (µ,!) in Rp. Let a ≜ Rq and B ≜ Rq⨲p be fixed.
Then

Y = a +BX ∈ N ⌉a +Bµ,B!B
↢⌉ .

We record a useful special case: when b ≜ Rp,

b
↢
X ∈ N ⌉b↢µ, b↢!b⌉ .



Properties of multivariate normal—2
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Motivation

Consider two r.v.’s X (observed) and Y (unobserved). The goal
is to predict Y on the basis of X. Examples:

⋌ Observe temperature in Atlanta, GA, predict temperature
in Birmingham, AL (easy). Or predict temperature in
NYC (harder).

⋌ Observe past stock prices, predict tomorrow’s price.

Let our estimate be Ŷ = Ŷ (X) (function of X). A common
measure of the quality of our estimate is

Mean-square error (MSE) = E ⌊⌈Y ⌐ Ŷ ⌈2⌊
It turns out that the best Ŷ (the one minimizing MSE) is the
conditional expectation of Y given X!



Conditional expectation (given an event)

Continuous: Recall conditional PDF of Y given X = x

fY ⌊X(y⌊x) = fX,Y (x, y)
fX(x)

The conditional expectation of Y given X = x is

E [Y ⌊ X = x] = ⨆ ⋊

⌐⋊
y ⋅ fY ⌊X(y⌊x) dy

Discrete: Recall conditional PMF of Y given X = x is the PMF

P [Y = • ⌊ X = x]
The conditional expectation of Y given X = x is

E [Y ⌊ X = x] = ⨅
y

y ⋅ P [Y = y ⌊ X = x] .



Conditional expectation (given a r.v.)

Recall

E [Y ⌊ X = x] = ⨆
⋊

⌐⋊
y ⋅ fY ⌊X(y⌊x)dy

This is a function of x. Let’s call it g(x). The notation

E [Y ⌊ X]
is understood as the random variable g(X).
⋌ g(X) does not refer to the (rather meaningless) E [Y ⌊ X = X].
⋌ One must first figure out g(x), then plug in X for x. E.g. g(x) = x2

,

then g(X) = X2
.

⋌ Somewhat confusingly, E [Y ⌊ X = x] and E [Y ⌊ X] are both referred

to as conditional expectation.



Law of total expectation

A useful way to compute expectations:

E [Y ] =
⌉⌉⌉⌉⌉⌉⌉⌉⌉⌉⌉⌉⌉⌉⌉

⨅
x

E [Y ⌊ X = x]P [X = x] discrete

⨆ E [Y ⌊ X = x] ⋅ fX(x) dx continuous

Succinctly (also called the tower property), this is written as

E [Y ] = E [E [Y ⌊ X]] .
Exercise: show that this follows directly from LOTUS.



Example: Stick breaking
(Revisited) Given a stick of unit length, break it into three pieces as

follows.

1. Choose point X uniformly on the stick and break the stick into two

pieces of length X and 1 ⌐X.

2. Choose point Y uniformly on the 1 ⌐X piece and break it at Y .

This gives three pieces of length X, Y , and 1 ⌐X ⌐ Y .

One can show directly that E [Y ] = 1/4. Show this using Law of total

expectation.



Conditional variance

The conditional variance of Y given X is

Var [Y ⌊ X] = E ⌊(Y ⌐ E [Y ⌊ X])2 ⌊ X⌊
= E ⌊Y 2 ⌊ X⌊ ⌐ (E [Y ⌊ X])2

⋌ Just replace all instances of E [⋅] with E [⋅ ⌊ X] in the
(unconditional) variance VarY .

⋌ Similar to E [Y ⌊ X], Var [Y ⌊ X] is a random variable.
(It is a function of X).



Eve’s law

For any r.v.’s X and Y :

VarY = E [Var [Y ⌊ X]] +Var [E [Y ⌊ X]]
The ordering of E and Var spells EVVE, hence the name1.

1
Also called the law of total variance.



Properties of conditional expectation

⋌ Dropping what’s independent. If X and Y independent then

E [Y ⌊ X] = EY

⋌ Taking out what’s known. For any function h,

E [h(X) ⋅ Y ⌊ X] = h(X) ⋅ E [Y ⌊ X]
⋌ Linearity.

E [Y1 + Y2 ⌊ X] = E [Y1 ⌊ X] + E [Y2 ⌊ X]
E [cY ⌊ X] = cE [Y ⌊ X]

⋌ Law of total expectation

E [E [Y ⌊ X]] = E [Y ]
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Conditional expectation minimizes MSE

Recall the setup: two r.v.’s X (observed) and Y (unobserved).
Goal: predict Y on the basis of X. Denote our estimate of Y by

ϖ(X) (function of X)

A common measure of the quality of our estimate is

Mean-square error (MSE) = E ⌊(Y ⌐ ϖ(X))2⌊



Warm up: no data available

Suppose there is no data X observed. We have to make a blind guess
about Y . Goal becomes: find the constant c that minimizes the MSE

E ⌊(Y ⌐ c)2⌊ .
The minimizer turns out to be the mean: copt = E [Y ]!



General case

Observe X = x. Find the best function ϖ(x) to estimate Y . That is,
find the function (estimator) ϖ that minimizes the MSE

E ⌊(Y ⌐ ϖ(X))2⌊ .
Minimizer turns out to be the conditional mean!

ϖopt(x) = E [Y ⌊ X = x]
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Motivation

The best estimator for predicting Y given X (in the MSE
sense) is the conditional expectation E [Y ⌊ X].
A linear estimator uses

aX + b, for some a, b ≜ R

to predict Y .

Two reasons why linear is desirable:

⋌ Linear rule is simple and interpretable

⋌ Computing best rule E [Y ⌊ X] requires conditional or joint
PDF, which might not be available.

It turns out for best linear estimate, we only need mean,
variance, and covariance!



Finding the best linear estimator

Choose the best coe!cients a and b in ϖ(X) = aX + b.



Best linear estimator

The best linear estimator ϖ(X) = aX + b has

Best coe!cients = ⌜a = Cov[X,Y ]
VarX

b = EY ⌐ aEX

Thus,

Best linear estimator = aX + b = E [Y ] + Cov [X,Y ]
VarX

(X ⌐ EX)
This achieves the minimum MSE among all linear estimators:

(1 ⌐ ϱ
2)Var [Y ]



Usefulness of linear estimation

Best MSE among all linear estimators:

(1 ⌐ ϱ
2)Var [Y ]

⋌ Linear estimator useful if X and Y are correlated (ϱ > 0).
Perfect if ϱ = ±1.

⋌ Linear estimator useless if X and Y uncorrelated (ϱ = 0).

Example

Let X ∈ N (0, 1) and Y = X2.

⋌ One can compute ϱ = 0. The best linear estimate will be
EY = 1. Knowing X does not help.

⋌ Best (non-linear) estimator is E [Y ⌊ X] = X2 = Y which is
perfect.



Projection interpretation

Best linear estimator:

E [Y ] + Cov [X,Y ]
VarX

(X ⌐ EX)
Compare: projection of a vector y in the direction of x:

⌜x,y⌜⌈x⌈2 x

Dictionary with linear algebra:

Cov ⟷ ⌜⋅, ⋅⌜
Var ⟷ ⌈⋅⌈2

ϱ ⟷ Cosine of the angle

Uncorrelated ⟷ Orthogonal



Visualization

Let X ∈ N (0, 1) and Y = 5X + 3 + ς, where ς ∈ N (0, 1).
Generate 100 realizations of the data (X,Y ) and fit a linear
estimator using the sample mean, variance and covariance (will
define these things later) to compute a and b



Example: Predicting die outcomes

Roll a fair die n times. Suppose we observe X = number of one’s. Use
a linear estimator to predict Y = number of six’s.
[Hint: first compute Cov[X,Y ] = ⌐n/36.]



Example: Predicting die outcomes






